ACD_2.0 : Home page
General introduction: what is this site for? (non-technical explanation)

This free online portal proposes 3 types of interactive uses of the statistical test published in
1997 by Stéphane Audic and Jean-Michel Claverie® (ACD: Audic-Claverie Distribution). Initially
proposed as a tool dedicated solely to the detection of differentially expressed genes in two
transcriptome analysis experiments, this powerful and versatile test’> ("ACD test") is of a
much more general application in other different contexts, especially in genomics,
metagenomics, ecology, and probably beyond biology, as illustrated below.

Advantages of the ACD test includes that 1) it is based on simple and clear
mathematics, 2) has a well-defined “null hypothesis”, 3) does not use arbitrary parameters, 4)
does not have "taboo" values (like "0") , and 5) does not make ad hoc assumptions about the
structure of the samples. Its new implementation allows massive data processing in an
interactive way. Previous comparison with other tests (when possible) shows that it tends to
be slightly more conservative (i.e. on the safe side). Using the ACD test is therefore a guarantee
of caution as to the interpretation of the results (significance of the variations observed). Its
false positive diagnosis rate remains lower than or equal to the level of significance retained
(e.g. 5%, 1%, etc.).
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ACD_2.0:Tool N°1

Here is a typical situation where this tool can be used:

Sitting on the terrace of a café for an hour, you see many models of cars (Fiat, Peugeot, Citroen,
Renault, etc.). During this sampling period, you noticed, that no cars of the Ferrari brand
passed before you among all the cars observed. The next day, at the same time of day, you
repeat this same experience, and note the passing of 5 Ferrari cars.

The question that the test ACD test allows you to answer is:
from these data alone [0, 5], can you deduce that a particular event (for example: a car
collection rally) has significantly changed the distribution of Ferrari (their proportion) in the
village, or nothing has changed (the “null hypothesis”) and the observed difference is just a
fluctuation due to chance?

In the special case the total number of cars counted is the same during the two
“sampling” periods, the ACD test, applied to the values [0, 5] indicates to you that the
probability of this observation is only 1.6% if the distribution of the cars of the Ferrari brand
has not changed. In other words, the observation of the values [0, 5] makes it possible to reject
significantly (at the threshold of 2% and 5%) the hypothesis that nothing-in particular affects
the distribution of Ferrari cars in the village between yesterday and today.



Note, in passing, that the probability calculated for the result [0, 5] remains the same
for any total counts of observed items, provided they are the same for the two periods, with
the sole constraint that this number is large (here compared with 5). In other words, the ACD
test applies to the occurrence of rare events or items (relative frequency <5%).

Note also that the pairs of values [0.5] and [5.0] are of course interchangeable when
derived from the equal total sampling counts. On the other hand, if the number of
observations (N1 # N2) are different, the value calculated by the ACD test will be different and
will depend on the order [0, 5] or [5, 0]. So, with N1 = 1000 and N2 = 500,

ACD 1000, 500 [5.0] = 8.8% —> the assumption of unchanged distribution is not rejected.
While:

ACD 1000, 500 [0.5] = 0.1% = the assumption of an unchanged distribution is rejected.

(at the 1% significance threshold)

Another great utility of the ACD test is to allow an objective ranking of count variations
based on the probability that they are the result of a random fluctuation. Thus, for two
samples of the same size (N1 = N2), the variations [0, 5], [1, 7], [10, 70], [20, 40], and [2, 4],
can be classified in ascending order of "significance" (in descending order of the value of the
ACD test), such as:

data p

[2, 4] 0.23
[0,5] | 0.016
[1, 7] 0.02

[20, 40] | 0.005

[10, 70] | <0.001

One will agree that such a classification is nothing but intuitive.

The table above also illustrates the influence of the sample size (and therefore the
absolute number of occurrences) on the probabilities calculated for the same ratio between
the two experiments (ex: [2, 4] versus [20, 40]). The larger these numbers, the greater the
certainty about the rejection of the null hypothesis of a simple random fluctuation.

Generalization:

The use of the ACD test to determine to what extent two numbers of occurrences of
the same event observed in two distinct contexts are compatible with a simple sampling
fluctuation (e.g. ACD> 5%) or are indicative (significant) of a true difference, can be used in all
counting situations where the expected result is

- a non-negative integer

- small (eg <1%) compared to the total number of observations made. This limitation
arises from the fact that the ACD assumes that the probability of occurrence of the event of



interest obeys a so-called “Poisson” distribution, so that it is rare (among all other possible
events). This is the case with regard to the likelihood of a given model of luxury car among the
thousands of other circulating car models.

ACD_2.0:Tool N°2

A slightly more complex use of the ACD test is illustrated by the following situation:

Still on the terrace of a cafe, | count now, all the types of cars that | see happening at the same
time of day, but for two different days of the week. | can also compare the results between a
blue-collar suburb and a posh neighborhood.

At the end of my experiments, | have now collected (at least) two lists of numbers,
characterizing the composition of the car fleet in two different contexts:

Label nl | n2
Carl 50 |55
Car2 10 | 12
Car... 5 0

Total N1 | N2

Beyond a simple contingency test (Chi2 or other) which would indicate if the two compositions
of the car park are (or not) globally significantly different, another (entirely different) question
is to determine which types of cars show the most significant variations. In other words, which
cars that are responsible for the "biggest" differences between the two car fleets.

This type of analysis will be directly performed by applying the ACD test to the pairs of
values characterizing each type of car (i.e. in the same above line), and then classifying them
with respect to each other, by increasing probabilities that the variations observed (other than
proportional to the N1 / N2 ratio) are due only to random. The most significant variations are
listed at the top.

For instance:

Label nl |n2|p
Car4 10 |1 | 0.003
Car3 5 0 |0.016
Carl 50 |55 |0.314
Car2 10 | 12 | 0.339
Total N1 | N2

In summary:

A list of labels + multiple occurrences = labels with the most significant variations

The minimal format of the data table must include a "label" column and two score
columns. However Tool N°2 (like Tool N°3) accepts tables with as many columns of scores
(from different samples) as needed. The pair of samples to be compared are entered
interactively on the input panel.

In biology, the data supplied to tool N ° 2 might for instance represent:

- numbers of "reads" corresponding to the transcripts of a set of genes (RNA-Seq) (this
is the initial purpose of the ACD test) in different physiological situations,



- numbers of "reads" characterizing different species (metagenomics, barcodes) in
different environments (i.e. diversity assessment),

- numbers of "reads" characterizing the interaction of a protein with different genes
(ChIP-Seq) in different physiological situations,

- allele frequencies in different populations

- other counts related to problems of epidemiology or public health.

IMPORTANT: a posteriori correction for multiple tests.

The probabilities provided by the ACD test are not directly interpretable as indicative
of a truly "significant" deviation from the mere random fluctuation of a given label, if a large
number of different labels are simultaneously counted and if none of they have been
previously "targeted" as worthy of a particular interest.

In the case of such a posteriori analysis, the result provided by the ACD test must be
corrected for “multiple testing”, that is the investigation of several independent labels
simultaneously. The most conservative correction (called "Bonferroni’s") is simply to multiply
each of the probabilities obtained by the total number of labels (rows) recorded before
comparing it with the materiality thresholds chosen (e.g. 5%, 1%).

In the case of data concerning a large number of labels simultaneously, the traditional
thresholds (e.g. 5%, 1%) are rarely reached. Nevertheless, the results of the ACD test remain
highly valuable for classifying labels against each other and for determining those whose
variations are least likely to be due to random fluctuations.

IMPORTANT: correcting for underestimated variance (“over-dispersion”).

In many cases, replicates of biological experiments show a variability of the results (e.g.
counts) incompatible with a satisfactory modelling by the single-parameter Poisson
distribution. Indeed, for this one, the variance (0?) is strictly equal to the average of the
observed counts. This problem is particularly acute for experiments involving amplification
steps (such as PCR for RNA-seq). The assumed variance used for the p-value calculations is
then (very) underestimated and results in inflated levels of significance unrelated to the “gut
feeling” of the specialists of these techniques.

In case Tool2 returns probabilities that seem (much) too small (e.g. 101%) for the
observed variations (i.e. of exaggerated statistical significance), Tool2 allows you to correct
them in two ways:

1) by providing an event/object for which you have good reason to think that the
observed variability is not truly (experimentally) significant (i.e. a control),

2) either (for expert) by inputting a factor by which all the counts will be divided (thus
simulating a smaller sample, thus a larger relative variance, and therefore an increased p-value
(see theory Tool2). Both options can be combined: The factor is used first, then the control.
Unrealistic corrections are detected and generate an error message.

IMPORTANT: “bonferroni” and “over-dispersion” corrections




The above options can be used for the purpose of the co-called “bonferroni correction”
by providing as a control an event/object the variation of which corresponds to the global
significance threshold that you wish to retain (e.g. for a significance level of 1% and 1000
events/objects, the threshold probability should be at 10). This procedure can be combined
(run after) a correction for over-dispersion. Notice that the above manipulations do NOT
change the order of events/objects in the list of significant variations, only the values of their
associated probabilities.

ACD_2.0: Tool N°3

This last tool accepts the same data type, in the same format as tool N°2: a list of labels (first
column), a list of samples (first line), and the values of occurrences (lines) of each label
obtained for different samples. Example: a list of car models and their respective number of
occurrences estimated from the terrace of cafes in different cities.

However, instead of determining the types of cars the frequency of which varies the
most compared to random fluctuations, Tool N°3 sums up all the contributions of all cars to
evaluate the overall pairwise distance between the whole samples. We can thus discover that
the car fleets of New York and Boston are generally similar, and different from those recorded
in rural Nebraska. In summary, then, from a list of labels and their multiple occurrences, we
deduce a distance/similarity between the samples.

The results are produced in the form of a distance matrix:

Sample | 1 2 3 4 5
1 0

2 D21 | O

3 D31 | D32 | O

4 D41 | D42 | D43 | O

5 D54 | D52 | D53 | D54 | O

represented as an interactive "heatmap" colored to reflect the pairwise distances between
samples.

Areturn to the tool N°2 then makes it possible to explore the most discriminating labels
between these samples. The distance matrix can also be represented as a (e.g. neighbor-
joining) tree, using standard clustering/phylogenetic software packages.

Calculating this distance involves evaluating a kind of "mutual information" between
each pair of samples. This type of (non-traditional) calculation makes it possible to overcome
the difficulties encountered by more established distance measurements (Euclidean distance,
Chi2, correlations) for tables containing a large number of zero scores.



ACD_2.0 test: Theory

1) (Non-technical explanation)
We start from an experience consisting in observing the occurrences of a large variety of
different events (or objects), but of the same nature (cars, genes, microbial species, etc.), each
of which is susceptible to appear very rarely on average.

Each object / event is therefore identifiable by a single label (label #1, #2, etc.) to which
is associated a number of occurrences (a frequency) (x1, X2, etc.). This number can be zero.
The experiment consists of drawing N events (with N large).

If we make the assumption that each type of event (Ej) is rare, the probability of
occurrence of each of them will be governed by a Poisson distribution, whose mean will be
equal to Aj, with Ai /N corresponding to the proportion of this event among all the others to be
observed. However, note that we won’t make the assumption that the means A are known.

Imagine that we repeat the above experiment on another sample (e.g. other
physiological, temporal, geographic context, etc.) and that we now count n=y;occurrences of
each event E;.

The ACD test allows us, given the only data pair [xi, yi] to calculate the probability of
obtaining this result in the (null) hypothesis (Ho) that the proportion (i.e. Ai/N) of the event E;
isthe same in both samples. A low value (e.g. less than the usual 5% or 1% thresholds, possibly
corrected in the context of multiple tests) will indicate that this Ho hypothesis is not likely. We
will conclude that the frequency of the event E;jis not the same in both samples. This diagnosis
can therefore be used to identify variations in gene expression, in the abundance of a species,
in the genetic composition of a population, etc.

The logarithm of the inverse of the ACD probability can be used as a starting point for
calculating a distance between different occurrences of the same event (i.e. a single pair of
values) (with Tool N°2 ), or more globally between several samples taken two by two (Tool
N°3) (i.e. two transcriptomes, two metagenomes, etc.).

2) New implementation (Technical explanation)
The new ACD_2.0 implementation implements several notable improvements:
- rewriting and calculating the cumulative probability in the form of a negative
binomial distribution, with the immediate consequence of expressing the
(cumulative) ACD probability using the incomplete regularized Beta function.
- The use of an (exact) relation between the regularized incomplete Beta function
and the ordinary hypergeometric function 2F1 for the calculation of the logarithm of
the ACD cumulative probability (the starting point of the calculation of a new inter-
sample distance, see below).
- The use of standard "R" procedure for these calculations.
- As a result, the ACD test is now adapted to the values of occurrences in an interval
[0, N], where N can be as large as the highest values (i.e. several thousand) resulting
from the use of modern sequencing platforms or other “big data” approaches.
- The implementation of two new tools (N°2 and N°3) allowing the interactive
processing of (very) large datasets.



- The introduction of a new measure of distance between two values, or between a
set of values (taken pairwise), inspired by Shannon's definition of information. This
distance is proportional to the logarithm of the probability of each pair of results,
under the null hypothesis (i.e. identical/unchanged distribution), weighted by the
relative total frequency of the event (i.e.: —pi.In[pi]).

- A more user-friendly and secure interface.

2.1) Rewriting the ACD test as a negative binomial distribution

An event was observed x times during the draw of N; events, then y times in another draw
of N2 events. The probability of observing such a pair of values, if the Poisson distribution of
the event corresponds to the same proportion in the two draws (i.e. null hypothesis HO) is
given by:

N2\Y (x+y)!
) =+ (1)
px,Nl,Nz y (Nl) x!y!(1+%)x+y+l

This probability distribution is identical to a negative binomial distribution (NB) of the
variable y, with the parameters:

N1
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Note 1: this distribution is that of the probability of a stochastic variable Y which counts the
number of failures y observed there before obtaining r (= x + 1) successes, the probability of
each individual success being p. Surprisingly, such experiment bears no resemblance to the one
we started from to establish equation (1).

Note 2: the parameters of the above p(Y) distribution are:

Mean: <Y >= (x+1)2, Mode: x 2, Variance : 0% = (x + 1) 2042
N1 N1 N1XN1
To verify the identity between Eq. (1) and Eq. (2), we can rewrite:
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Formulas (1) and (2) are identical.

Note: one can only be amazed by the lack of similarity between the two sampling schemes
leading to identical distributions.



When the x and y values are obtained from the same number of draws (N1=N3), the
distribution becomes:

_ _ 1 y+x+1 (y+x)|
VB a=0=() S G)
Note: x (integer in [0, o=]) is a fixed parameter of the distribution, as well as p = 1/2

(realin] 0, 1 [); Y is the variable (integer with value in [0, °]).

This formula gives the probability of getting y “tails before achieving the goal of x + 1
""heads" using a fair coin. The parameters of this distribution are the following:
Mean:<Y >= (x+ 1), Mode:x, Variance:o? = 2(x+ 1)

The actual p(Y = y|x) distribution thus exhibits a mean and a variance that are slighly
greater than they would have been if we had used a Poisson distribution with mean=x, as its

approximation: Mean: <Y >= x, Mode: x, Variance : 6% = x

lllustration of the difference for x=5, N1=N3:

P(Y=YIX) vs. p«(Y=Y)

4 5 6 7 8 9 0 1 12 13
——NB(Y) —e—P(Y)

2.2) Correcting for « over-dispersed » results

We have seen above that the parameters of NB were tied to each count (y) and to
the total counts N3, N, by the formulas:

N2(N1+N2)

mean: <Y >= (x+ 1)% , Variance : 6% = (x + 1) T

The standard deviation/mean ratio is then :
N2(N1+N2)

o \/(x"'l) NIxN1 \/(x+1)Q

<Y> (x+ 1)% (x+1)

(4)



If we divide the value of each of the counts by a factor a, the value of Q does not
change, and the value of the standard deviation relative to the mean becomes:

oL = a—— (5)

<Y>, <Y>

This artifice makes it possible to increase the relative dispersion of the values of the
variable without changing the nature of the distribution or the ratio of the counts obtained in
the two compared samples, just by simulating the effect of a smaller sampling by the factor a.
This factor is either given explicitly by the user, or calculated from an event/object whose
variation is not considered experimentally significant. The factor a is then calculated so that
the "control" variation correspond to a p-value as close as possible to 1/2 (see below).

An alternative way of correcting the over-dispersion of counts (especially in the context
of RNA-seq) is the use of the concept of "UMI" (for "Unique Molecular Identifier") which allows
to count each distinct object before its amplification (References: Kivioja T. et al., (2012)
Numbers Methods 9, 72-74, PMID: 22101854, Pflug FG & von Haeseler A (2018) Bioinformatics
PMID: 29672674).

2.3) Cumulative form of the negative binomial distribution

In practice, we need to calculate the cumulative probability of observing y (or less)
occurrence of an event, given that x have been observed in the first sampling.

Using the formula established for the negative binomial distribution, the cumulative
ACDx n1, N2(Y) probability is:

f L<=, YNYNByii,(k) =L(x+1y+1) (6)

Where |, denotes the incomplete regularized beta function (thus with values in [0-1]),
N1
(N1+N2)

with parameters: p =

This function is directly available in the R package.
Note: since the order of the tests must not have any consequence on the probability
(i.e. x then y, or y then x), the formula above remains usable with the simple condition to

invert (y, N2) with ( x, N1), thus if: % > % , we will compute

k=5 NByi11-p () =l ,(y + L,x + 1) (6)
. N2
with 1-p = N1+N2

3) Computation of a distance in Tool N°2 and Tool N°3



Although the two associated trials are not obviously equivalent, we have demonstrated the
identity above:

ACDyn1n2)(¥) = NBx_L(L)(Y) (2)

N1+N2
If y is proportionally smaller than x, given the size of the samples from which it was randomly

drawn (i.e. y/N2 <x/N1), then the corresponding cumulative probability Py (x, N1, N2) that a
value equal to or smaller than y (i.e. in [0, y]) is obtained under the null hypothesis (same
relative frequency in both samples) is given by:

P,(x, Ny, Np) =L, (x+ 1,y + 1) (7)
where :][p denotes the incomplete regularized beta function with parameters (x+1) et (y+1),
N1
for p= (N1+N2)

Note: just swap simultaneously (x, N1) and (y, N2) if it is the opposite.

Note: the incomplete reqularized Beta function Ip is the quotient of the Incomplete Beta

function:
p

By(x+1,y+1) =ftx (1—-t)Ydt

0
By the Beta function:
1

B(x+1,y+1) :ftx(l—t)ydt

0
thus :

JS e —t)rde
[, tx (1 - t)vdt

Lx+1y+1)=
The value of which is clearly in [0, 1].

Important notice: two identical results (x =y, for N1 = N2) only correspond to a probability of
0.5 (and not 1), because such a result can occur without the relative distributions being the
same in both samples (the null hypothesis is therefore not certain).

][p is directly computed using the corresponding R function. To calculate a distance
reflecting this probability (i.e. a distance to the null hypothesis), we calculate its logarithm.
Since the values of P can be extremely small (the numerical calculation of Equation (7) can

return zero), we used the following expression of J[p (1,
N2 N1

N (T2’ Wiz
Lx+1,y+1)=2FCy Lx+2——
p(x y+1) 1(=», Lx )(x+1)Beta(x+1,y+1)

)x+1

N2
where 2F;(a, b;c;z) isthe ordinary hypergeometric function of z, with parameters a,
b andc.



The corresponding logarithm is given by
ln[Ip(x +1,y+ 1)]

.y [ZF( 1x +2; Nl)]+( + 1)1 ( N1 )+ l ( N2 )
S ER Ty XA T )| TV "Nienz) T W a2
—In(x + 1) — In[Beta(x + 1,y + 1)]

The above formula does not pose any problem to calculate with R, even for extremely low
values (therefore very significant) of P.

For tool N°2 and tool N°3, this distance is normalized according to the formula:
(x+y)
D= In(P
(N1+N2) ( )
and the global pairwise distance between two samples is calculated as the sum for all the
different K labels:

_ vk G+
D - k=0 (N1 +N5) ln(Pk)

The matrix graphical representation returned by tool N°3 allows to locate the most
"different" samples globally, then with the use of the tool N°2, to locate within the two
samples the most discriminating labels.The most distinctive events between two samples will
be identified as those associated with the largest normalized distances (e.g. two large absolute
values of x and y as well as a large difference |x-y | in between).

[1] Reference:
Robert J. Boik, James F. Robinson-Cox (1998) Derivatives of the Incomplete Beta Function.

J. Statistical Software 3, 1-20. DOI: 10.18637 / jss.v003.i01

Remember that:

=i kY
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Where (X)y is a «rising factorial » (the Pochhammer function) that is worth :

(X +2) =1 fork =0
then (x+2);=(x+2)(x+2+1) for k=1
then (x+2) =x+2)(x+2+1)(x+2+2) fork =2
thus (x + 2), = &2k fork =0

(x+1)!

Finally, with our specific parameters :

y! (x+1)! (_ N4
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